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Background: Information in neural networks?

Mutual information:

Deep InfoMax [Hjelm, 2019]:

𝑋: input images

𝑌: encoded 

representations

Contrastive Predictive Coding 

(CPC) [Van den Oord, 2018]:

InfoNCE loss:
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Representation Information bottleneck (R-IB)
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A Markov chain description of DNN:
Minimal sufficient statistic

Lagrange relaxation 

[Tishby, 1999]

Information bottleneck (IB)

Input information

Label information
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Caveats of R Information bottleneck
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Sufficiency termMinimality term

Objective function:
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Caveats of R Information bottleneck
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With ReLU non-linearities (Saxe, 2019)

With Tanh non-linearities (Shwartz-ziv, 2017)

The mutual information term 𝐼 𝑋; 𝑇 is amortized, i.e., it is directly 

influenced by inputs, so different activation functions will yield 

different distributions of representation 𝑇.

Question: Is conciseness of representations 𝐼 𝑋; 𝑇 necessarily connected to generalization of DNN?
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On generalization error of neural networks

Empirical risk

True risk

Generalization risk

Sampled dataset

Stochastic algorithm

Data-dependent generalization risk

• An effective generalization measure should consider the dataset (Nakkiran 2019).

• Conventional generalization error definition

5
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On generalization error of neural networks
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Double descent (Belkin, 2018)

Data-dependent PAC-Bayes bound (Dziugaite, 2020)

Empirical risk Generalization risk

Linear PAC-Bayes bound (McAllester, 2013)

“Oracle prior”
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IIW: Information in weights
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Data-dependent PAC-Bayes bound (Dziugaite, 2020)

“Oracle prior”

Information complexity of learning 

algorithms (Xu, 2017)

Findings: 

• The oracle prior that achieves the sharpest PAC-Bayes bound is aligned with 

the information-theoretic algorithm complexity!

• Both are based on information stored in weights (IIW)
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Information in weights or Information in representation?
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V.S.
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PIB: PAC-Bayes information bottleneck

maximize

minimize
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Sufficiency termMinimality term

Sufficiency term Minimality term
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Approximate IIW
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Assume affinity

PIB objective:
maximize

minimize
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Approximate IIW
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PIB objective:
maximize

minimize

A. Bootstrapping for prior covariance:

“Oracle prior”

Q. How do we generate many samples following 𝑝 𝑆 without truly sampling from 𝑝 𝑧 ⊗𝑛 ? 
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Approximate IIW
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Influence function 𝜓
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Estimate IIW in acceptable time
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Vector product
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Estimate IIW in acceptable time
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Optimal posterior on PIB
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PIB objective: IIW approximation and oracle prior covariance

Q. How do we train a model that optimizes on PIB directly? 

Build the Lagrangian
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Optimal posterior on PIB
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A. Using stochastic gradient Langevin dynamics (SGLD) (Welling, 2011)

Q. How do we design algorithm that enables us to sample from the optimal posterior?

𝑤𝑡 𝑤𝑡+1𝑤𝑡−1… …

Δ𝑤𝑡 + 𝜖𝑡 Δ𝑤𝑡+1 + 𝜖𝑡+1 𝜖𝑡 is a zero-mean, 

isotropic Gaussian noise.
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Optimal posterior on PIB
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Energy function

Gradient

SGLD update process

𝑤𝑘 converge to 𝜋 𝑤

Optimal PIB posterior

PIB energy function
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Optimal posterior on PIB
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Compute energy function 

gradient

Energy function gradient 

descent w/ noise



PAC-Bayes Information Bottleneck ICLR 2022PAC-Bayes Information Bottleneck

What we have done
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• Build information bottleneck on information in weights (IIW)

• Propose an algorithm for estimating IIW

• Propose an algorithm to sample optimal posterior of PIB
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IIW w.r.t. activation functions
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IIW w.r.t. number of layers
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IIW w.r.t. width
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IIW w.r.t. noise ratio & sample size

Generalization gap
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IIW w.r.t. batch size

We get to know this is the 

optimal even when we do 

not have the test set!
24
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IIW in deep nets: VGGNet
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Takeaway

• Measure representation v.s. weight information: weight is more essential

• PAC-Bayes information bottleneck: identify memorize-forget phase

• Information in weights: specify NNs generalization in broad cases

• PIB: introduce a new training strategy explicitly regularizing IIW

26
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